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Abstract
As in many modern software engineering domains, the quality of
an application’s Graphical User Interface (GUI) is fundamentally
verified by automated testing. One established approach to miti-
gate testing challenges is to leverage architectural patterns, such as
Model-View-ViewModel (MVVM), to decouple presentation logic
and test it in isolation. However, developing these ViewModel tests
in general-purpose programming languages (GPLs) often forces
engineers to write excessive boilerplate code for test setup and
complex assertion chains. While multi-modal Domain-Specific Lan-
guages (DSLs) show promise in mitigating these GPL-related is-
sues, empirical evidence of their impact on test maintainability
in practice is lacking. To address this gap, we present an indus-
trial mixed-methods study evaluating how abstracting GUI tests to
the ViewModel level via multi-modal DSLs impacts maintenance
overhead in practice, using the ViMoTest method as our represen-
tative realization. After establishing industrial applicability via a
pre-study comprising action research and a case study, we con-
ducted a task-based evaluation with industry experts, triangulated
with semi-structured interviews and a questionnaire. Quantitative
results indicate that the ViMoTest method shows a strong ten-
dency to reduce test specification effort and size compared to a
C++ engineering baseline. Furthermore, qualitative expert feedback
indicates that visual assertions and robust refactoring capabilities
reduce cognitive load during structural test evolution. Overall, this
study provides empirical evidence that multi-modal DSLs positively
impact the maintainability of ViewModel tests.

CCS Concepts
• Software and its engineering → Domain specific languages;
Software testing and debugging; Software design engineering;
Maintaining software.
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Testing
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1 Introduction
Automating Graphical User Interface (GUI) testing is an essen-
tial practice for verifying certain software qualities like reliability,
as it enables short feedback cycles required by modern release
schedules [20]. Traditionally, GUI testing focuses on End-to-end
(E2E) testing approaches that simulate user interactions with the
rendered GUI [3, 29]. Such established E2E testing approaches of-
ten come with high test maintenance overhead due to slow test
executions, flakiness, fragility, and tight coupling to GUI frame-
works [1, 17, 23, 30, 33]. To mitigate such maintenance challenges,
industry practice reduces the coupling on E2E testing by using
architectural patterns like Model-View-ViewModel (MVVM) [15]
to design ViewModels that capture the abstract GUI state and pre-
sentation logic, enabling ViewModel testing decoupled from visual
GUI frameworks.

Although ViewModels provide architectural benefits, verifying
presentation logic with ViewModel testing remains a demanding
task. Usually, test automation engineers develop such ViewModel
tests as unit tests in the General Purpose Language (GPL) used in
the GUI framework, such as Java, C#, TypeScript, or C++. Writing
unit tests in GPL code results in a “Boilerplate vs. Logic” trade-off:
developers must write verbose test setup code, complex mocks,
and typically complex assertion chains [31] to verify structured
ViewModel states, such as tabular data representations. Such ver-
bose test code degrades comprehensibility, increases maintenance
overhead, and consequently leads to software quality issues in test
suites [19, 42]. To mitigate these maintenance challenges, test devel-
opers often create dedicated helper methods to make test cases read
more fluently, e.g., by applying the builder pattern. However, these
test helper abstractions often become complex themselves and in-
troduce additional maintenance overhead [5]. Another mitigation
strategy is to use state-of-the-art machine-learning-based detection
mechanisms, which, however, still have limited accuracy [39].

Multi-modal Domain Specific Languages (DSLs) show promise
in addressing GPL-related testing challenges by shifting the abstrac-
tion level to the specific GUI testing problem domain. However,
there is yet no empirical evidence in an industrial environment on
how such multi-modal DSL methods targeting ViewModel testing
impact test maintainability.
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record ViewModel
  bool checked
  string text       
  bool enabled      
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Figure 1: Three conceptual pillars of the ViMoTest
method [12]: (1) the ViewModel pattern to abstract presenta-
tion logic, (2) Behavior-driven Development (BDD) for sce-
nario specifications, and (3) multi-modal DSLs for visual,
domain-specific representations.

To address this gap, our primary objective is to evaluate how ab-
stracting GUI tests to the ViewModel level via multi-modal DSLs im-
pacts maintenance overhead in practice. To achieve this, we present
an industrial mixed-methods study using the ViMoTest method as
our representative realization. As a representative implementation,
we use the ViMoTest method [14] and its tool implementation in Jet-
Brains MPS [16], which realizes such a multi-modal DSL approach
for ViewModel testing. Figure 1 shows the three pillars of ViMoTest:
(1) ViewModels to design the GUI-oriented abstraction of state and
behavior, (2) BDD to structure test scenarios from a user-oriented
perspective, and (3) multi-modal DSLs to express ViewModels and
test scenarios at a higher abstraction level. This approach supports
multi-modal representations for visualizing logical widgets in the
ViewModel that are independent of concrete GUI frameworks by
automatically generating GPL code.

Our mixed-methods study design triangulates action research,
an industrial case study, and a task-based within-subject evaluation
with highly specialized industry experts working on a productive
C++ engineering baseline. The quantitative results suggest that
the ViMoTest method substantially mitigates specification effort
and overall test specification size compared to the established base-
line. Further, the triangulated qualitative expert feedback indicates
that the multi-modal approach substantially reduces the cognitive
load during structural test evolution, particularly through intuitive
visual assertions and robust refactoring capabilities.

The central contribution of this paper is mixed-methods empiri-
cal evidence on how multi-modal DSLs impact the maintainability
and developer perceptions of ViewModel tests in an industrial con-
text, including qualitative explanation of these effects. By evaluat-
ing the ViMoTest method against an established C++ baseline with
highly specialized domain experts, we provide actionable insights
into mitigating ViewModel test suite boilerplate and cognitive load.

The remainder of this paper is structured as follows: Section 2
introduces the fundamental concepts of MVVM, BDD, and multi-
modal DSLs. Section 3 presents the ViMoTest method. Section 4
outlines our mixed-methods evaluation design and reports the pre-
study results, followed by the quantitative and qualitative user
study results in Section 5. Section 6 discusses the findings and their
implications, and Section 7 addresses the threats to validity. Finally,
Section 8 discusses related work, and Section 9 concludes the paper.

2 Foundations
As a foundation, we briefly introduce the three pillars of ViMoTest,
as illustrated in Figure 1.

2.1 Model-View-ViewModel (MVVM)
The MVVM pattern [15, 22] separates the GUI into three compo-
nents: Model (business logic), View (visual rendering), and View-
Model. The ViewModel component serves as an abstraction of the
visual state and contains presentation logic independent of spe-
cific GUI frameworks [43]. Automated tests can interact directly
with the ViewModel rather than the View components, eliminat-
ing framework-specific coupling and GUI flakiness (e.g., caused by
rendering or layout effects). In this context, we define a ViewModel-
based test as a specialized unit test that verifies the presentation
logic by treating the ViewModel as the System Under Test (SUT).
Furthermore, the MVVM variant Presentation-ready ViewModel [15]
defines ViewModels with an abstraction very close to the GUI,
which further minimizes presentation logic in the View component.
The ViMoTest method extends this presentation-ready ViewModel
paradigm by introducing logical widgets as first-class abstractions.

2.2 Behavior-Driven Development (BDD)
BDD aims to improve the communication between domain experts
and engineers by focusing on the expected behavior rather than
technical details [34]. It defines scenarios with a structured for-
mat, typically composed of Given (arrange),When (act), and Then
(assert) parts [35]. BDD scenarios represent both executable test
specifications and living documentation [7]. ViMoTest adapts BDD
to structure ViewModel-based test scenarios with established ter-
minology and to focus on behavioral logic.

2.3 Multi-Modal DSLs
Traditional parser-based languages are limited to textual notations,
which often face a semantic gap when dealing with graphical or
tabular domain concepts. To bridge this gap,multi-modal DSLs allow
language constructs to be represented and edited through multiple
domain-specific notations, such as structured text, mathematical
symbols, or tabular layouts [37].

Projectional editing is one technical approach to realize multi-
modal DSLs. Projectional editors enable users to interact directly
with Abstract Syntax Tree (AST) projections. By decoupling the
AST from its concrete syntax, projectional environments provide
notational freedom, allowing the exact same code structure to be pro-
jected and mixed in multiple visualizations [37, 44]. The ViMoTest
method applies this multi-modal paradigm using JetBrains MetaPro-
grammingSystem (MPS)1, an industry-strength projectional lan-
guage workbench. ViMoTest seamlessly integrates tabular GUI wid-
get representations into textual test scenario code, e.g., for buttons,
checkboxes, and tabular widgets.

3 The ViMoTest Method
We introduced the ViMoTest tool in [14, 16] and here we briefly
summarize its core concepts here to establish the context for our
evaluation. ViMoTest relies on three pillars, as shown in Figure 1:

1https://www.jetbrains.com/mps

https://www.jetbrains.com/mps
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Figure 2: The ViMoTest workflow and involved roles. The tool
is implemented based on the multi-modal language work-
bench JetBrains MPS.

(1) the ViewModel architectural pattern for separating presentation
logic and state, (2) BDD for user-oriented behavioral structure, and
(3) multi-modal DSLs to visualize logical widgets by their intention
and generate GPL code to reduce cognitive load. The ViMoTest
tool implementation uses JetBrains MPS as a multi-modal language
workbench. In the following, we use the TaskManager example [16]
to illustrate the concept. The Task Manager example defines a GUI
of a table with three columns and two buttons to add new tasks
and delete selected rows.

The ViMoTest tool provides two DSLs to separate the definition
of the ViewModel state from its behavioral verification with test
scenarios. Figure 2 illustrates this workflow and the primary stake-
holders involved when developing a GUI feature using the MVVM
presentation-ready architecture style [15].

First, the Software Engineer uses the ViewModel Description
DSL to define the structural ViewModel. Based on GUI mockups
and behavioral requirements, the software engineer designs the
ViewModel’s logical widgets, available commands, and external
dependencies. Second, the Test Automation Engineer uses the View-
Model Test Scenario DSL to specify executable test scenarios against
behavioral requirements. Since test scenarios reference ViewModel
descriptions, ViMoTest supports specifying tests with the defined
logical widgets and commands. Third, the ViMoTest tool integrates
generators to transform ViewModel definitions and test scenarios
into multiple GPLs, such as Java, C#, or C++.

In the Task Manager example, the software engineer uses a
GUI mockup and behavioral requirements to design the TaskList-
ViewModel. The test automation engineer uses behavioral require-
ments, such as loading existing tasks and displaying them in the
required tabular structure, to specify concrete test scenarios linked
to the TaskListViewModel.

3.1 The Multi-Modal ViMoTest Language
ViMoTest defines a dual-DSL architecture to separate the definition
of the ViewModel state from its behavioral verification. In Figure 3,
we visualize the idea using the Task Manager example, showing a
GUI mockup and how a test scenario verifies its behavior. The GUI
mockup shows three columns of the task list Priority, Task Name,
and Due Date. Furthermore, the two buttons Delete and Add allow
modifying the number of tasks.

The ViewModel description DSL supports logical widgets such
as tables, labels, and buttons as first-class constructs. ViMoTest
builds on the Presentation-ready ViewModel MVVM variant, which

Delete Add

Task Name

Exercise

Due Date

2024/01/04

Priority

Taxes 2023/12/31

<New Task>

Task List

GUI Mockup

Figure 3: The ViMoTest projectional editor (right) projecting
a BDD test scenario based on the Task Manager GUI mockup
(left). GUI widgets map to AST nodes, enabling visual tabular
assertions in the then-block.

uses abstractions directly mappable to rendered GUI widgets in
the GUI framework [15]. Hence, ViMoTest supports defining the
TaskListViewModel as a direct equivalent of the mockup, with a
task list table view widget containing three columns and two but-
tons: AddNewTask and DeleteTask. Since the TaskListViewModel
mirrors the GUI mockup, Figure 3 does not show the definition.
This multi-modal approach presents the primary information of a
logical widget in a mapped GUI widget, while hiding details in a
property sheet.

Figure 3 shows, on the right, a test scenario that arranges sample
data in a generic datatable context (given), then calls the LoadView
and AddNewTask commands (when). The test scenario asserts that
the table is expected to contain three logical rows with certain state
information about a priority icon, task names, and due dates (then).
Because the code is not stored as plain text but as a projectional
AST in JetBrains MPS, the DSL can visually render expected states.

In the following, we summarize the core concepts of the Vi-
MoTest meta-model as defined by our previous tool paper [16]. The
first part of the meta-model defines the concepts for the ViewModel
description. The class ViewModel defines the root of a ViewModel
description. It consists of state elements, commands, and dependen-
cies. The state elements represent View Widget concepts, including
logical widgets such as buttons, labels, tables, and other common
widget types. Each widget defines a set ofWidget Feature objects
that represent the granular state, such as its enabled state, text,
rows, and other features.Widget Command defines commands that
rely on widgets, e.g., a click command that relates to a button
widget. Further, using the Dependency concept supports declaring
ViewModel dependencies to verify interactions in test scenarios.
For example, the software engineer can declare that a ViewModel
depends on a message bus to receive or publish notifications.

The second meta-model part defines concepts for ViewModel
test scenarios. The test developer can define one or more ViewModel
Test Suite objects for a given ViewModel. Each test suite contains
one or many Test Scenarios. A scenario must define a scenario name
to briefly express its intent, while the specification is composed of
the following sections: (1) Scenario Context (given): ViMoTest de-
fines an extensible mechanism for a given data context. In our Task
Manager example, we use a DataTableContext to define the initial
tasks in a generic way. Language engineers (e.g., JetBrains MPS
developers) can extend the ViMoTest DSL with custom scenario
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context concepts to provide a tailored way to define domain models
more concisely and closer to the target domain. (2) Scenario Action
(when): With Scenario Actions, the test scenario triggers the SUT to
execute presentation logic. Widget actions can directly reference
predefined widget commands, such as clicking buttons in the Task
Manager view or selecting rows in the tasklist table. (3) Scenario
Assertion (then): Test scenarios contain assertions to define test
oracles for behavioral verification. Widget assertions can verify
the logical ViewModel’s widget state by defining concrete Feature
Check Values. The underlying reference to the ViewModel widget
restricts check values to supported features only. For example, wid-
get assertions in the Task Manager list verify the table contents
and the enabled states of the buttons.

While the ViMoTest language raises the abstraction level with
common, predefined view widgets, software engineers in industrial
projects need flexibility when designing ViewModels. ViMoTest sup-
ports primitive constructs as a fallback if higher-level constructs
do not fit. These low-level primitives include name bindings to
control generated GPL element names, primitive fields such as
booleans and strings, and generic commands with arbitrary pa-
rameter definitions. This flexibility allows software engineers and
testers to benefit from ViMoTest’s domain abstractions, even when
they need to express edge cases. Additionally, ViMoTest defines
the concept of the TestEnvironment, in which technical test setup
logic is augmented to bridge the DSL level to application-specific
implementation details, such as the invocation of entity factories.

3.2 Test Evolution and Code Generation
In ViMoTest, links between the test scenario and the ViewModel de-
scription are established via AST node references of an in-memory
model. If a software engineer renames a widget, test references
remain valid without manual search-and-replace, minimizing struc-
tural maintenance effort. Furthermore, multi-modal language work-
benches support developing language-specific refactoring actions,
such as moving or extracting test scenarios into new files, and
structural ViewModel modifications, such as deleting widgets, by
automatically updating usage references.

After receiving feedback from an industry expert during our
pre-study, ViMoTest was extended with a static ViewModel state
coverage analysis, which provides hints for missing test oracles
and test triangulation [6]. This coverage feature analyzes test suites
and reports which widget features and commands are uncovered
or only partially covered by assertions. For example, if a button
has an enabled feature, the report will show whether both possible
states are covered by test oracles: at least one scenario expects the
button to be enabled, and another expects it to be disabled. This
domain-specific coverage metric helps test engineers analyse miss-
ing edge cases directly at the ViewModel presentation abstraction
level, augmenting low-level code or branch coverage metrics.

To bridge the ViMoTest multi-modal model to executable GPL
code, the ViMoTest tool integrates the ALFI [13] transformation
engine built in JetBrains MPS to transform ViewModel definitions
and test scenarios into multiple GPLs, such as Java, C#, or C++,
by leveraging an intermediate model. For predefined ViewModels
developed directly in GPL code, ViMoTest supports name bindings
to configure the generation procedure.

4 Evaluation Design
We validate the maintainability of ViewModel tests developed with
the ViMoTest method using a mixed-methods approach. To system-
atically derive our research questions and metrics, we structure our
evaluation following the Goal-Question-Metric (GQM) approach [4]
with the following main goal:
Goal: Analyze the ViMoTest method for the purpose of evaluat-
ing its impact with respect to the maintainability of ViewModel
tests from the viewpoint of test automation engineers in the
context of an industrial software tool vendor.
Regarding softwaremaintainability, we rely on the ISO/IEC 25010 [26]
quality model. We focus on four characteristics relevant to our
study: modifiability, analyzability, reusability, and modularity. We
exclude the sub-characteristic testability, as our evaluation targets
the maintenance effort of the test specifications themselves rather
than their fault-revealing capabilities (e.g., via mutation testing).

4.1 Industrial Applicability as Quality Gate
Before conducting the main user study, we validated whether the
ViMoTest method could express real-world ViewModel test suites
in the target industrial environment. We treated this as a quality
gate: through action research and an industrial case study (both
defined in Section 4.4), we verified that the multi-modal DSL can
successfully model existing and newly developed test suites against
productive ViewModels without requiring modifications to produc-
tion code. This staged procedure of validating a candidate solution
before exposing it to a broader industrial audience follows the spirit
of the technology transfer model by Gorschek et al. [21]. The results
of this pre-study are reported separately from the user study results
in Section 4.5.

4.2 Research Questions
To address the declared goal, we formulate the following two re-
search questions:

RQ1 (Maintainability Effort): Does ViMoTest reduce the ob-
jective effort and specification size to maintain ViewModel tests
compared to classic ViewModel tests?

Our primary goal is to evaluate the impact of the ViMoTest
method on test suite maintainability. Since maintainability is a
highly abstract quality attribute that cannot be measured directly,
RQ1 operationalizes it through quantifiable proxy metrics. We focus
on specification and modification efforts as crucial indicators of
maintainability and collect three distinct metrics: M1 and M2 in the
task-based expert evaluation sessions of the user study, while the
pre-study complements M2 with a real-world migration measure-
ment and exclusively covers M3. The measurement procedures and
data analysis are described in Section 4.4.
M1: Task Completion Time. The time required by participants to
complete specific test specification and modification tasks, broken
down into individual specification phases (e.g., setup, given, when,
and then).
M2: Specification Size. The structural size of test specifications:
Logical Lines of Code (LLOC) (non-whitespace, non-comment lines)
for classic C++ tests, and Visual Lines of Code (VLOC) for ViMoTest,
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Figure 4: Overview of the mixed-methods empirical evaluation design. The evaluation is divided into a pre-study to establish
applicability, comprising action research (1a) and an industrial case study (1b), and a main user study involving five industry
experts in task-based sessions with think-aloud protocols and semi-structured interviews (2a) as well as a questionnaire (2b).

i.e., the number of visually structured code statements or tabular
rows presented to the user, since traditional line counting does not
apply to projectional editors. Since LLOC and VLOC are not 1:1
comparable, we report them side-by-side as a proxy metric for the
visual footprint and cognitive load presented to the developer.
M3: SUT Intrusiveness. The number of required modifications to
the production ViewModel code to enable testing, including manual
workarounds such as name bindings, primitive fields, and generic
commands. This relates to the effort required by ViMoTest to map
to existing ViewModels without altering their underlying produc-
tion code. Since M3 concerns the initial adoption of the method
rather than the maintenance tasks, we evaluate it in the pre-study
(Section 4.5).

RQ2 (Developer Perception on Maintainability): How do
industry experts perceive maintainability characteristics of multi-
modal ViewModel test specifications?

While RQ1 addresses the objective effort, evaluating our goal
requires understanding the developers’ perceived cognitive load
and the experience with the multi-modal DSL. Since maintainability
cannot be quantified solely by time metrics or specification size,
RQ2 operationalizes maintainability impacts by capturing expert
perceptions. We triangulate data for this question using a ques-
tionnaire, think-aloud protocols, and semi-structured interviews to
gain strong qualitative insights:
M4: Likert-scale scores. Scores (1-5) ranging from ’Strongly Dis-
agree’ to ’Strongly Agree’ targeting the ISO/IEC 25010 maintain-
ability characteristics modifiability, modularity, analyzability, and
reusability, collected via a custom post-task questionnaire (Table 1).
M5: Thematic Categories. Qualitative themes systematically ex-
tracted from the think-aloud protocols recorded during the practical
tasks and the subsequent semi-structured interviews, explaining
the underlying reasons for the quantitative findings.

4.3 Study Context and Subjects
We conducted all parts of the study, i.e., the pre-study and the
user study, at a German commercial software vendor that develops
complex tooling for the automotive domain. The action research
of the pre-study was carried out by the first author, who is also
a software developer in the industrial development team, while
the industrial case study was conducted by one expert software
engineer of this team.

For the user study, we selected five expert software engineers
(P1-P5) based on their active involvement in developing and main-
taining GUI presentation logic within this company. One of the
five participants is the engineer who had previously conducted the
industrial case study; we discuss the resulting threat in Section 7.
On average, the participants have 5.25 years (SD = 1.7, ranging
from 3 to 7 years) of professional software development experi-
ence, which closely correlates with their specific C++ expertise
(M = 5.4 years). All participants stated that they write or maintain
ViewModel tests at least weekly, making them qualified experts to
evaluate the established baseline approach.

We evaluate against this native C++ baseline rather than modern
web frameworks because the ViewModels are deeply integrated
into a large industrial C++ codebase, making external testing stacks
technically prohibitive in this context. All five engineers primarily
work in Visual Studio 2022 with the JetBrains ReSharper extension,
and most use GitHub Copilot with agentic AI support. Additionally,
the participants assessed their prior knowledge of JetBrains MPS
and similar multi-modal modeling tools as either “Beginner” (three
participants) or “Basic Knowledge” (two participants). This specific
expertise profile allows us to evaluate the usability and learnability
of the ViMoTest DSL approach without the bias of prior language
engineering expertise.

4.4 Study Design and Procedure
To answer our research questions, we triangulate data from four
complementary methods: action research, an industrial case study,
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task-based expert evaluation sessions (incorporating think-aloud
protocols and semi-structured interviews), and a questionnaire. Be-
cause the highly specialized industrial context limits the pool of do-
main experts, we employed an exploratory within-subjects design.
Consequently, our study focuses on in-depth qualitative thematic
analysis and descriptive statistics rather than testing hypotheses for
statistical significance. Figure 4 illustrates the overall methodology,
dividing the pre-study (1a, 1b) from the user study (2a, 2b).

Action Research. Acting as an action researcher, the first author
applied the ViMoTest tool in the industrial environment for two
cases: (1) The action researcher re-modeled multiple test suites
of a classic ViewModel-based testing approach using ViMoTest.
(2) The action researcher applied the approach to a new feature, for
which another software engineer implemented the presentation
logic while the action researcher specified the corresponding test
suites via ViMoTest. Finally, we contextualize the action research
results with subjective observations.

Industrial Case Study (1b). While the action research relies on
the researcher’s own modeling, the goal of the industrial case study
is to validate whether the method can be adopted in practice by an
independent industry expert. Hence, one software engineer used
the ViMoTest tool to develop test suites during active feature de-
velopment. After a one-hour introduction to ViMoTest, the expert
modeled test scenarios for two implemented ViewModels. If the
expert encountered a situation that could not be expressed in Vi-
MoTest, we instructed them to fall back to the classic approach, uti-
lizing a prepared test environment helper class. Finally, we counted
the modeled test scenarios, collected the self-reported modeling
effort, and gathered qualitative feedback. Both pre-study methods
complement each other: the action research establishes that the
method can express real-world test suites, whereas the case study
establishes that an engineer who is not the method’s author can
apply it productively.

Industry Expert Evaluation (2a). We conducted task-based evalua-
tion sessions with the five aforementioned industry experts, starting
with a 15-minute ViMoTest briefing. The evaluation consisted of
four maintenance tasks (Tasks A–D), conducted in a within-subject
design using counterbalancing to mitigate learning effects: partici-
pants P1 and P4 started Task A with ViMoTest, whereas P2, P3, and
P5 started with the C++ baseline, and the starting treatment alter-
nated per task within each participant (ABAB vs. BABA pattern).
Tasks A and B focused on specifying realistic test scenarios given
pre-existing ViewModel descriptions. Task C covered modularizing
a test suite containing 6 test scenarios, while Task D involved delet-
ing a column from a tabular ViewModel, requiring revalidation
of the existing test scenarios. We designed Tasks A–D based on
the real-world production environment of the participants. During
the C++ baseline tasks, the participants worked in their regular
industrial development environment, i.e., Visual Studio 2022 with
ReSharper and GitHub Copilot code completion; two participants
additionally used the agentic GitHub Copilot Chat during the refac-
toring tasks.

Measurement andData Analysis. During the sessions, we recorded
the screen and audio, instructing participants to apply a think-aloud
protocol. We extracted the task completion times (M1) by systemat-
ically analyzing the video recordings, breaking down the durations
of Tasks A and B into the individual specification phases. For M2,

we measured Logical Lines of Code (LLOC) automatically using
the tool cloc2 and counted Visual Lines of Code (VLOC) manually
in the projectional editor. Given the exploratory small-N design,
we analyze M1 and M2 using descriptive statistics (mean, standard
deviation, and range) and complement the within-subject compar-
isons with exact one-sidedWilcoxon signed-rank tests as additional
evidence, without claiming population-level significance. To sys-
tematically evaluate the think-aloud and interview transcripts (M5),
we applied a thematic analysis approach [9]: the first author famil-
iarized himself with the transcripts, extracted initial codes based
on the developers’ expressed challenges and observed behaviors,
and iteratively aggregated these codes into core themes, which
were reviewed against the original recordings before final naming.
The resulting codebook, including the code-to-theme mappings,
code frequencies, and anonymized key quotes, is part of our supple-
mentary material [2]. Following the practical tasks, we conducted
semi-structured interviews to explore observed trade-offs and par-
ticipants’ estimations of maintainability impacts based on ISO/IEC
25010 characteristics.

Questionnaire (2b). As the final method, we administered a cus-
tom questionnaire utilizing a 5-point Likert scale to gather quanti-
tative feedback from the experts (M4) directly after the task-based
evaluation sessions. Table 1 summarizes the eight non-demographic
statements (S1–S8) rated by the participants; the full wording is
available in the replication package [2].

Table 1: Condensed questionnaire statements rated on a 5-
point Likert scale (Strongly Disagree to Strongly Agree); full
wording in the replication package [2].

ID Statement

S1 Readable tests in C++ require custom helper methods; ViMoTest
provides this readability natively.

S2 Visually grasping the domain logic is easier in ViMoTest than in
C++ with helper methods.

S3 Structural changes (e.g., adding or renaming columns) are less
error-prone in ViMoTest than in C++.

S4 Modularizing large test suites is safer and requires less infrastruc-
ture overhead in ViMoTest.

S5 ViMoTest reduces mental load during maintenance by minimizing
the search for implementation details.

S6 ViMoTest’s domain-specific error messages help locate root causes
faster than C++ stack traces.

S7 Due to efficient test data creation, I can cover more edge cases in
the same time with ViMoTest.

S8 Highlighting ViewModel coverage makes maintenance safer by
immediately revealing missing scenarios.

4.5 Pre-Study Results: Passing the Quality Gate
We address the quality gate on industrial applicability by reporting
the results of the action research (1a) and the industrial case study
(1b). We deliberately report these pre-study results separately from
the user study results (Section 5), since the action researcher and
the case study expert had considerably more ViMoTest exposure
than the five user study participants.
2https://github.com/AlDanial/cloc

https://github.com/AlDanial/cloc
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Adoption Scale. First, by action research, we successfully modeled
47 ViMoTest test scenarios for three different ViewModels. Us-
ing ViMoTest’s dependency concept for modeling and spying on
ViewModel interactions, we modeled edge-case test scenarios from
the industry baseline in which ViewModels communicate via an
application message bus. Furthermore, an industry expert success-
fully developed 74 ViMoTest scenarios for a new master-detail GUI
feature composed of two ViewModels. The expert self-reported ap-
proximately 3.5 hours to model these 74 test scenarios from scratch,
following the initial one-hour introduction.

Specification Size (M2). During the action research, we migrated an
existing real-world test suite from the C++ baseline to ViMoTest.
We measured 1233 LLOC in the C++ baseline ViewModel test suite
with 24 test cases. We successfully migrated all 24 tests to ViMoTest
test scenarios, resulting in 197 VLOC plus 130 LLOC for the C++
TestEnvironment setup.

SUT Intrusiveness (M3). The evaluation of M3 reports that the SUT
intrusiveness is zero: modeling the 47 action research test scenar-
ios and 74 case study scenarios required no modifications to the
existing production code. However, achieving this seamless inte-
gration into an existing architecture required specific structural
mappings within the ViMoTest ViewModel descriptions. During
the action research phase, we created five ViewModel descriptions
based on pre-existing ViewModels that already had presentation
logic implemented. To map these without altering the underlying
production logic, we manually specified 139 name bindings. These
bindings successfully connected all 428 widget features from 123
logical widgets (including sub-widgets such as table columns) to the
existing fields and commands in the ViewModels. Furthermore, we
encountered edge cases in which the ViewModels contained com-
plex information that could not be mapped directly by high-level
logical widgets. For example, one ViewModel specified a table with
cell elements defined by multiple values: a list of records, each con-
taining a hyperlink text, a URL, and a further description. To resolve
such discrepancies without affecting the SUT, we used 19 low-level
primitive fields and 9 generic parameterized commands as fallback
constructs in ViMoTest. Overall, these measured workarounds indi-
cate that the method successfully handles real-world architectural
complexities. By keeping SUT intrusiveness at zero, ViMoTest elim-
inates the maintenance effort required to refactor production code
solely for testability.

Quality Gate Conclusion: The pre-study provides evidence that
ViMoTest is applicable in a real-world industrial environment.

5 Results
In this section, we discuss the empirical results of the main user
study, following the mixed-method evaluation design illustrated
in Figure 4 (2a, 2b). We structure the discussion around the re-
search questions RQ1 and RQ2, while triangulating data from the
evaluation methods.

5.1 RQ1: Maintainability Effort
We answer the first research question regarding maintainability
effort using the metricsM1 andM2

M1: Task Completion Time. By analyzing the video recordings, we
extracted the task-completion times for all five industry experts.
Since tasks 𝐴 and 𝐵 cover modeling test scenarios with Given,
When, and Then phases, we further detailed the measurements
accordingly. Figure 5 (left) shows the average time measurements of
those two modeling tasks. In task 𝐴, the average time in the classic
C++ baseline is 30:16 minutes, while in ViMoTest, the average
time is only 8:56 minutes. For task 𝐵, the average time in C++
is 23:53 minutes, and in ViMoTest it is 9:46 minutes. The trend
clearly indicates that ViMoTest reduces the specification effort
to 30-40 % of the C++ baseline. In both tasks, the metrics also
indicate that test setup time decreases considerably, since typical
infrastructure boilerplate code, such as test headers and helper
methods, is dropped in ViMoTest.

Figure 5 (right) shows the average time measurements of the
maintainability tasks𝐶 and 𝐷 . For task𝐶 , the participants modular-
ized a C++ test suite into two test suites, each containing coherent
test scenarios for loading or modifying a ViewModel. The time
measurements also show a clear trend: ViMoTest reduces effort.
The participants spent an average of 8:28 minutes on the C++ base-
line and only 1:42 minutes on ViMoTest. Since the ViMoTest tool
supports a first-class refactoring action to extract test scenarios into
other test suites, the overhead is limited to a few clicks. In contrast,
in C++, participants need to create dedicated header files to share
helper methods and test setup code, as well as new files.

In task 𝐷 , participants deleted a table column in the ViewModel
and had to repair a broken test suite. Here, they spent 3:10 minutes
in the C++ baseline, while spending only 0:56 minutes in ViMoTest.
The trend also shows reduced overhead in ViMoTest, which uses a
first-class refactoring action to delete the column in the ViewModel
and automatically adapts widget assertion statements in linked
test suites. In both tasks 𝐶 and 𝐷 , we used real-world test suites
from ViewModel tests and reduced them to fewer test scenarios
to balance task effort. These results represent a lower bound for
C++ maintenance effort, since participants spent recurring effort
on each test scenario, whereas in ViMoTest, the refactoring actions
performed systematic modifications.

Table 2 complements these averages with the standard deviation
and range of the measured task completion times. Although our
exploratory design does not aim at population-level hypothesis
testing, the within-subject comparisons are maximally consistent:
every participant completed every task faster with ViMoTest than
with the C++ baseline, corresponding to relative time reductions of
59–80% and the maximum achievable exact one-sided Wilcoxon
signed-rank significance at 𝑁 = 5 (𝑝 = 0.031 per task, uncorrected).
We emphasize that this consistency across all participants and tasks,
rather than the 𝑝-values alone, substantiates the observed effort
reduction.

M2: Specification Size. The second metric for RQ1 is the specifi-
cation size, which we collected from the modeling tasks 𝐴 and
𝐵.

The average metrics from the modeling tasks𝐴 and 𝐵 in the task-
based evaluation sessions show the measurable LLOC and VLOC
that participants produced in a controlled setting. The produced test
code for task𝐴 in the C++ baseline has, on average, 70.5 LLOCs (SD
= XX, range XX–XX), while the ViMoTest scenario is represented
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Figure 5: Average efficiency comparison of the Baseline (C++)
vs. ViMoTest (𝑁 = 5). Tasks A and B show the phase break-
down up to 35 minutes, while Tasks C and D show the total
execution time up to 10 minutes.

Table 2: Descriptive statistics of the task completion times
in mm:ss (𝑁 = 5). Δ denotes the relative reduction of the
ViMoTest mean compared to the C++ baseline mean.

Task Treatment Mean SD Min–Max Δ

A C++ 30:16 05:36 25:15–39:45
A ViMoTest 8:56 02:58 06:00–13:55 −70 %

B C++ 23:53 12:24 12:40–43:25
B ViMoTest 9:46 02:10 08:40–13:39 −59 %

C C++ 8:28 03:21 04:30–13:40
C ViMoTest 1:42 00:35 01:05–02:40 −80 %

D C++ 3:10 01:15 01:20–04:25
D ViMoTest 0:56 00:23 00:30–01:30 −71 %

by 7 VLOCs, highlighting a reduced visual footprint. In task 𝐵, the
test suite for three test cases in the C++ baseline has an average
of 58.25 LLOCs (SD = XX, range XX–XX), while in ViMoTest it
has 13 VLOCs. These metrics indicate that the amount of visible
information required in ViMoTest is substantially lower than in
the C++ baseline. We observed that in ViMoTest, the VLOC count
was identical across all five participants (SD = 0), indicating that
the DSL effectively constrains the solution space, whereas the C++
solutions varied considerably between participants.

RQ1 Conclusion: The metrics M1 (Task Completion Time) and
M2 (Specification Size) suggest a considerable reduction in both
specification and structural maintenance effort for ViewModel
tests using ViMoTest compared to a C++ baseline, consistently
across all five experts. Complementarily, the pre-study results (M3,
Section 4.5) indicate that this efficiency gain does not implicitly
shift maintenance effort to the production codebase, as the method
adapted to existing architectures with zero intrusive modifications.

5.2 RQ2: Developer Perception on
Maintainability

Discussing RQ2 validates the objective metrics from RQ1 through
subjective expert statements, which we measure and explain by
metricsM4 andM5.

M4: Likert-scale scores. Using a Likert-scale questionnaire, we quan-
titatively measure the subjective perceptions of five industry ex-
perts regarding the maintainability of ViMoTest scenarios. Figure 6
shows the results of the statements 𝑆1 − 𝑆8.

0 1 2 3 4 5

S8: ViewModel Coverage

S7: Test Specification
Efficiency

S6: Failure Analysability

S5: Maintainability
Mental Load

S4: Modularization
Overhead
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S2: Visual Assertions

S1: Test Readability

Number of Participants (N=5)
Strongly Disagree Disagree Neutral

Agree Strongly Agree

Figure 6: Expert perception of ViMoTest vs. classic C++ for the
statements S1-S8 (Likert scale, N=5). The evaluation reveals
strong agreement on improved structural modifiability and
reduced mental load.

Boilerplate and Visuals. The results show clear agreement among
the experts that ViMoTest makes it easier to produce readable tests
without the need for expensive helper methods as in the C++ base-
line (𝑆1). Furthermore, the experts agree that visual assertions in
ViMoTest aremore readable than C++ test scenarios that use explicit
readability helper methods (𝑆2).

Test Evolution and Modifiability. Experts clearly agree that struc-
tural modifications, such as adding, deleting, or renaming widgets
in the ViewModel, are less error-prone in ViMoTest than in the C++
baseline (𝑆3). Furthermore, nearly all experts strongly agree that
modularizing test scenarios from larger test suites into smaller, co-
hesive test suites is less error-prone and more efficient in ViMoTest
than in C++ (𝑆4). However, only three experts agree that the mental
load of creating or maintaining tests in ViMoTest decreases, as no
helper methods or implementation details are required compared
to C++ (𝑆5). Two experts scored neutral, which may reflect their
familiarity with the C++ engineering pipeline and their perception
that ViMoTest is less familiar with it. Regarding efficiency, three
experts agree that ViMoTest makes the test scenario specification
more efficient, therefore leading to greater coverage (𝑆7). While one
expert scored neutral, another expert disagreed with the statement.
From the interview, we know that this expert heavily uses AI to
develop test scenarios in C++, which highlights the challenge of
demonstrating efficiency gains with a custom DSL like ViMoTest
when developers already rely on AI-assisted code generation.

Test Analysability. Most experts agree that generated tests from
ViMoTest yield better domain-specific error messages, which help
find error causes more reliably and quickly than classical C++ stack
traces and generic error messages (𝑆6). Further, all experts agree
that the feature coverage report in ViMoTest improves analysability
by clearly indicating which test scenarios are missing (𝑆8).
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M5: Thematic Categories. We collect the qualitative metric M5 as
thematic categories from the think-aloud protocols and the semi-
structured interviews. These insights triangulate the quantitative
results; we extract three core themes as well as a tooling transition
aspect. We use the participant abbreviations (P1-P5) to link the
themes to the original data, while the underlying codebook with
the code-to-theme mappings and code frequencies is available in
the replication package [2].

Theme 1: Abstraction of Incidental Test Complexity. The first
theme addresses test complexity in C++ ViewModel tests.

Boilerplate vs. Logic Trade-off. ViMoTest eliminates overhead
like test setup code, which explains the faster specification times in
Tasks A and B as well as the positive ratings for S1 (Readable Tests)
and S2 (Visual Assertions). For example, participant P4 observed
that the actual test content gets lost in C++ boilerplate. Similarly,
P5 struggled with includes and header files, spending considerable
effort on string-based helper methods to improve readability. P3
confirmed the shift in focus from “how to write the test” to “what
to test”. Further, P1 highlighted the high mental load in C++, where
developers must constantly look up builder definitions, whereas
ViMoTest provides necessary context in one convenient place.

Coverage Enabler. Since developers get readable test scenarios
for free in ViMoTest without writing costly helper methods, they
can cover more test cases in the same time. Participant P2 explicitly
noted that focusing on test-scenario content in ViMoTest enables
higher test coverage within the same development timebox.

Theme 2: Domain-Centric Comprehension via Multi-Modal DSLs.
The second theme concerns the domain-centric comprehension
enabled by ViMoTest’s multi-modal DSL approach.

Visual Tables. The visual representation of widgets like buttons,
tables, or checkboxes aligns with the mental model of developers
when they think about the GUI and its presentation logic. This
alignment with the developers’ mental models is reflected in the
high ratings for Structural Changes (S3) and Test Specification
Efficiency (S7). P4 emphasized that ViMoTest makes test scenarios
“1000 times more readable”. Furthermore, P2 mentioned that he
often fears the complexity and effort of testing tabular-structured
ViewModels, as it often requires long assertion chains or string-
based helper methods that demand considerable effort, whereas
ViMoTest solves this natively.

First-class Abstractions. ViMoTest represents GUI widgets as first-
class abstractions directly in the intended visual form, which makes
it easier for developers to understand the ViewModel test logic.
This also explains the positive feedback in S1 (Test Readability), S2
(Visual Assertions), and S5 (Maintainability Mental Load). Nearly
all participants highlighted that these domain-specific assertions
accelerate test comprehension compared to the C++ baseline. P5
also explicitly mentioned that the widget type is directly visible in
ViMoTest and helps quickly identify physical widgets in the real
GUI from the ViewModel. Crucially, all experts (P1-P5) confirmed
that domain-specific assertions massively accelerate debugging by
exposing the expected state directly, avoiding complicated C++
stack traces and generic error messages.

Theme 3: Resilience to Structural Evolution. The third theme con-
cerns the resilience of ViewModel test structures to structural mod-
ifications in maintainability situations.

Robust Refactoring. Participants highlighted that ViMoTest’s
multi-modal modeling approach provides robust refactoring ac-
tions for structural modifications. For instance, P3 and P4 described
deleting a column as a “safe one-click action”, which explains the
positive feedback in S3 (Structural Changes) and S4 (Modulariza-
tion Overhead). In tasks C and D, participants struggled with index
breaks, manual header adaptations, and linker errors during test
suite decomposition, which distracted them from the actual test
logic and forced dealing with incidental complexity. P2 and P4
specifically confirmed this by fighting with file include statements
and linker errors, while P5 noted the tedious manual search-and-
replace required for structural changes in C++.

Structural Integrity Due to ViMoTest’s projectional editing ap-
proach, structural modifications can be applied directly to the full
in-memory AST model, ensuring integrity and preventing syntax
errors. To underline this, P3 and P4 observed that deleting a column
in task D felt like a safe refactoring action. In contrast, in C++, P5
needed to manually correct indentation and whitespace after trying
to apply a systematic search-and-replace to adapt all test cases for
the deleted column.

Tooling Transition Although the qualitative feedback is predom-
inantly positive, participants also noted challenges when transi-
tioning from a C++ Integrated Development Environment (IDE) to
JetBrains MPS. For example, P3 and P5 observed an initial context
switch between tools and a steep learning curve for MPS shortcuts.
Experienced C++ power users compensate for boilerplate overhead
by relying on muscle memory and extensive copy-pasting of old
tests. When forced to learn new DSL shortcuts, their operational
cognitive load initially increased, which explains the neutral Lik-
ert scores for Mental Load (Q5) despite the reduction in domain
complexity. Finally, P3 identified a knowledge-concentration risk
regarding adoption, as the industry experts currently lack the deep
MPS expertise required to maintain the tool independently.

RQ2 Conclusion: Subjective evaluations triangulate the quanti-
tative findings: Experts report that ViMoTest’s multi-modal DSL
reduces incidental test complexity and improves domain-centric
comprehension compared to the C++ baseline. Although transition-
ing to a projectional workbench introduces an initial learning curve,
the visual first-class abstractions and robust refactoring capabilities
enhance the perceived maintainability and diagnostic quality of
ViewModel tests.

6 Discussion
In this section, we interpret the results with respect to our study
objective and derive implications for practice and research.

6.1 Interpretation of the Findings
The triangulated results indicate that the maintenance overhead of
GPL-based ViewModel tests is dominated by incidental complexity
rather than by the domain logic itself. The phase breakdown of M1
shows that a large share of the C++ effort is spent on setup code
and assertion infrastructure, and Theme 1 attributes exactly this
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overhead to boilerplate that ViMoTest abstracts away. When the
multi-modal DSL removes this incidental complexity through first-
class widget abstractions and generated GPL code, specification
times drop by 59–80% without losing expressiveness, as the zero
SUT intrusiveness and the primitive fallback constructs from the
pre-study demonstrate. Furthermore, the qualitative data explains
why the largest relative gains occur in the structural maintenance
tasks 𝐶 and 𝐷 : AST-based references turn error-prone, manual
search-and-replace activities into systematic refactoring actions
(Theme 3).

Notably, these effects persisted although the C++ baseline re-
flected the current state of practice, including AI-assisted code
completion. We interpret this as follows: AI assistants accelerate
the production of GPL boilerplate, but developers still need to read,
verify, and maintain the generated code, whereas the multi-modal
DSL removes this code from the developer’s view entirely. However,
the disagreement of one heavily AI-oriented expert on S7 indicates
that the perceived benefit of a custom DSL shrinks when developers
delegate boilerplate to AI agents, making AI-augmented baselines
an important factor for future evaluations.

6.2 Implications for Practice
For practitioners maintaining larger ViewModel test suites, our
results yield three concrete insights. First, the adoption costs are
moderate: in our pre-study, a guided training of approximately one
hour was sufficient for an industry expert to model test scenarios
productively, while reaching full productivity, particularly develop-
ing the “muscle memory” for the projectional editing shortcuts in
MPS, took about one week of regular use. Second, the largest payoff
can be expected during structural test evolution, as the refactor-
ing tasks were completed three to five times faster with ViMoTest,
and the experts perceived these modifications as substantially less
error-prone (S3, S4). Third, organizations should explicitly plan the
tooling transition: the experts noted a context switch between the
C++ IDE and MPS as well as a knowledge-concentration risk if
only few engineers can maintain the language tooling. A staged
introduction with an explicit quality gate, as applied in this study,
mitigates these adoption risks in the spirit of established technology
transfer models [21].

6.3 Implications for Research
Our study addresses the scarcity of industrial quality-in-use evi-
dence for multi-modal DSLs in testing. The systematic mapping
study by Binamungu and Maro [8] reports that BDD research lacks
insights from industrial settings as well as metrics for BDD artifacts;
our maintenance-oriented task design and the VLOC proxy metric
provide reusable building blocks for such evaluations. Furthermore,
the consistent within-subject effects and the reported descriptive
statistics provide first effect-size anchors for planning confirma-
tory studies with larger samples. Finally, our design cannot fully
separate the influence of the ViewModel-level abstraction from the
influence of the multi-modal notation itself. Controlled experiments
isolating these notation effects, in line with the notation compari-
son by Hoisl et al. [25], are a promising next step to attribute the
observed maintainability gains more precisely.

7 Threats to Validity
Although our evaluation provides qualitative and quantitative evi-
dence for the benefits of the ViMoTest method, we identify several
threats to validity, which we discuss following the categorization
of Wohlin et al. [46].

Construct Validity. We identify one threat in operationalizing
maintainability. Since maintainability is a highly abstract quality
attribute, we relied on proxy metrics such as task completion time,
structural size, and quantitative metrics like LLOC and VLOC, as
well as subjective assessments. To mitigate the risk posed by proxy
metrics, we employed a mixed-methods design, triangulating ob-
jective measurements with qualitative insights from think-aloud
protocols. Another construct validity threat concerns our question-
naire (M4): it is a custom, non-validated instrument, and several
statements are phrased favorably toward ViMoTest (e.g., S3 and S5),
which may introduce an agreement bias. We partially mitigated this
threat by triangulating the Likert scores with the task observations
and interview statements; for replications, we recommend neutral
comparative scales with a balanced midpoint. Furthermore, the
evaluation is based on the prototypical ViMoTest implementation
in JetBrains MPS. Usability challenges [45] of the MPS environment
itself might have influenced participants’ perceptions, potentially
confounding tool maturity with conceptual validity. We mitigated
this by briefing the industry developers during introductory rounds,
distributing MPS cheat sheets, and intervening during task-based
sessions when participants got stuck due to unfamiliarity with the
tool. Additionally, the industrial case study utilized a highly tailored
data context sub-DSL (Given). Therefore, the measured efficiency
metrics depend on this specific sub-DSL rather than exclusively on
the core ViMoTest method. In more generic setups, built-in data
context constructs implemented in generic data tables might rein-
troduce some GPL boilerplate when transforming the data into
domain models.

Internal Validity. In the expert evaluation sessions, learning
and fatigue effects could have influenced the results. We mitigated
this by applying a counterbalanced within-subject design, alter-
nating the starting tool (C++ vs. ViMoTest) across participants.
Furthermore, one of the five user study participants had previously
conducted the industrial case study and thus had approximately 60
minutes of additional ViMoTest training plus practical modeling
exposure, which may have favored ViMoTest for this participant.
Since all five participants showed effects in the same direction
across all tasks, we consider the impact on the overall trend limited.
Another internal validity threat comes from the dual role of the
first author as both the action researcher and a software devel-
oper within the industrial development team. While this dual role
facilitated the action research and the identification of industrial
requirements, it introduces researcher bias, particularly since the
first author also performed the initial coding of the thematic analy-
sis. We mitigated this by following the GQM plan and collecting
objective metrics, such as time measurements. During the evalua-
tion tasks, the researcher intervened when participants got stuck.
However, we limited these interventions to operational blockers
(e.g., C++ linker errors or forgotten MPS shortcuts stated in the
guide). This methodological choice helped us to focus on conceptual
validity rather than on incidental limitations in tool utility.
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External Validity. The generalizability of our results is limited
by the sample size (𝑁 = 5) and the specific technological context
of the C++ engineering environment. Hence, we rely on analyti-
cal rather than statistical generalization: we expect the findings to
transfer to contexts that share the key characteristics of our setting,
i.e., experienced desktop GUI developers maintaining ViewModel-
based test suites in a GPL. While the sample size is too small for
statistical significance testing, we emphasize that this study priori-
tized in-depth qualitative insights from highly specialized industry
experts with several years of experience in automated ViewModel
testing, who encounter ViewModel test maintenance challenges on
a weekly basis. In highly specialized industrial contexts, finding a
large cohort of experts is practically infeasible. However, founda-
tional methodological literature on qualitative research indicates
that for appropriate, homogeneous samples, qualitative data satura-
tion for overarching themes is typically reached within the first six
interviews [24]. Given the high homogeneity and specialized C++
expertise of our participants, our sample size of 𝑁 = 5 is highly
appropriate for achieving qualitative saturation regarding their
shared maintenance workflows and perceived cognitive load. Dur-
ing the task-based sessions, participants also explicitly confirmed
after each task that the tasks simulated realistic situations in daily
work. A further generalizability threat is ViMoTest’s assumption
that it aligns with presentation-ready ViewModel architectures.
However, if engineers use ViMoTest to model ViewModels from
scratch, the method drives the ViewModel design, eliminating the
need for adaptations such as name bindings.

Conclusion Validity and Reliability.A common threat to con-
clusion validity in industrial studies is the lack of repeatability due
to intellectual property constraints. In our case, the raw industrial
code base, the modeled ViMoTest instances from the action research
and case study, and the full video transcripts cannot be shared pub-
licly to protect intellectual property and participant privacy. To
mitigate this threat and enable replication of our findings, we engi-
neered a structurally equivalent open-source proxy project for the
travel agency domain. This proxy mirrors the Visual Studio-based
C++ environment and ViMoTest tasks of our task-based expert eval-
uation. Furthermore, instead of raw transcripts, we systematically
derived a qualitative codebook containing extracted themes and
anonymized quotes.

8 Related Work
Existing approaches for automated GUI testing often focus on the
level of concrete GUI frameworks. Established end-to-end frame-
works such as Selenium [41] and Playwright [32] target the ren-
dered elements directly. Similarly, Visual GUI Testing (VGT) lever-
ages image recognition to automate interactions, a method imple-
mented by tools like Sikuli and JAutomate [18, 27]. Recent advance-
ments also leverage deep learning to generate test cases from GUI
descriptions to mitigate flakiness [28], and Zuddas [49] proposes a
similarity-based approach that uses AdaptDroid and AUGUSTO to
transfer GUI test cases, including generated test oracles, between ap-
plications. Furthermore, recent advances employ Large Language
Models (LLMs) for automated GUI testing: Cheng et al. explore
LLM-driven agents to dynamically navigate GUI states and gener-
ate test inputs [11], while Zhang et al. utilize agents as semantic

bridges to migrate GUI tests across different applications via inter-
mediate abstractions [48]. However, these generative approaches
fundamentally rely on probabilistic heuristics to parse, generate, or
refactor textual code, which introduces the risk of hallucinations
and necessitates strict downstream validation pipelines.

Furthermore, there is related work combining BDD and DSLs
to align testing with behavioral requirements. Several studies ex-
plore visual or low-code BDD processes [36] and automatic test
generation from BDD scenarios [47], although they generally do
not focus on GUI testing. Silva [40] and Bünder and Kuchen [10]
present parser-based DSLs tailored for BDD-based GUI testing.

Regarding empirical evidence on such testing DSLs, the system-
atic mapping study by Binamungu and Maro [8] catalogs BDD-
related research and reports that the field is dominated by con-
ference papers, lacks insights from large-scale industrial settings,
and offers few metrics for assessing BDD processes and artifacts.
Individual controlled experiments evaluate the notations of test
specifications; for example, Hoisl et al. [25] compared three nota-
tions for scenario-based model tests with graduate students and
found that the notation choice significantly affects effectiveness and
efficiency. However, the GUI testing approaches above are rarely
evaluated with respect to quality-in-use attributes such as main-
tainability in industrial environments, which is the central focus of
this paper.

In contrast to the presented state of the art, ViMoTest operates
at the abstraction level of ViewModels: instead of relying on image
recognition, rendered GUI elements, or probabilistic code genera-
tion, it defines logical GUI widgets as first-class citizens and uses
BDD to specify deterministic scenarios with explicit test oracles,
while generating the low-level GPL boilerplate code. Compared
to the parser-based BDD testing DSLs [10, 40], the multi-modal
DSL approach enables notational freedom, allowing logical widgets
to be rendered directly within test assertions. Finally, while we
previously conducted an initial applicability study [14] focusing
primarily on the modeling concepts using an early prototype, this
paper contributes a mixed-methods maintainability evaluation with
industry experts in a real-world industrial environment.

9 Conclusion and Future Work
This paper presented a mixed-methods empirical study evaluating
how multi-modal DSLs impact the maintainability of ViewModel
tests in an industrial context. Using the ViMoTest method, built on
the three pillars of Behavior-driven Development (BDD), Model-
View-ViewModel (MVVM), and multi-modal DSLs, as a representa-
tive realization, we triangulated quantitative and qualitative data
from task-based sessions with five industry experts. Addressing our
research questions, the findings provide indicative evidence of the
method’s benefits: regarding objective effort (RQ1), the multi-modal
approach shows a strong tendency to reduce test specification
time and structural size compared to an established C++ baseline,
while maintaining strict zero-intrusiveness on the production code.
Regarding developer perception (RQ2), the experts reported that
intuitive visual assertions and robust projectional refactoring ca-
pabilities substantially mitigate the cognitive load and eliminate
boilerplate complexity during structural test evolution.
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Researchers and practitioners can leverage these actionable in-
sights on ViewModel test maintainability to design domain-centric
GUI testing frameworks. By utilizing our replication package, re-
searchers can reproduce the evaluation, apply the extracted qual-
itative themes, or reuse the simulated real-world tasks for future
maintainability studies in the context of ViewModel testing.

As future work, we identify the need to explore explicit specifica-
tion methods for AI-agentic approaches. In particular, the emerging
trend of AI Spec-driven Development [38] could be combined with
deterministic, multi-modal test specifications such as ViMoTest to
rigorously define expected behavior, while AI agents implement the
underlying presentation and business logic. Furthermore, replicat-
ing this evaluation in different industrial environments will help to
generalize the maintainability impacts across diverse architectural
contexts. In addition, we plan a replication in an academic setting
with a larger student sample, which enables statistical hypothesis
testing based on the effect sizes observed in this study and offers an
educational perspective on teaching ViewModel-based GUI testing.

Data Availability
The ViMoTest tool developers provide development and release ar-
tifacts on GitHub: https://github.com/vimotest/mps-vimotest. Fur-
thermore, to foster open science and enable replication of our task-
based evaluation sessions while adhering to industrial confidential-
ity constraints, we provide a comprehensive replication package
containing synthesized artifacts. This package is shared as a Zenodo
repository [2] and includes:

• A proxy C++ project and its ViMoTest project equivalent,
enabling researchers to replicate the exact tasks (A-D) under
equal structural conditions.

• The task session and semi-structured interview guide.
• The anonymized raw dataset of the ISO/IEC 25010 question-
naire responses.

• The measured time values of the video recordings
• The qualitative codebook, detailing the extracted themes and
anonymized key quotes from the think-aloud sessions and
interviews.
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